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Generalized power method
for sparse principal component analysis

Michel Journée  Yurii Nesterov Peter Richtarik ~ Rodolphe Sepulchte

Abstract

In this paper we develop a new approach to sparse principaponent analysis (sparse PCA).
We propose two single-unit and two block optimization fotations of the sparse PCA problem,
aimed at extracting a single sparse dominant principal corapt of a data matrix, or more com-
ponents at once, respectively. While the initial formwas involve nonconvex functions, and are
therefore computationally intractable, we rewrite theto ithe form of an optimization program in-
volving maximization of a convex function on a compact sete @imension of the search space is
decreased enormously if the data matrix has many more cal(waniables) than rows. We then pro-
pose and analyze a simple gradient method suited for the ltasgbpears that our algorithm has best
convergence properties in the case when either the obgefciinction or the feasible set are strongly
convex, which is the case with our single-unit formulatiamsl can be enforced in the block case.
Finally, we demonstrate numerically on a set of random ame gepression test problems that our
approach outperforms existing algorithms both in qualityhe obtained solution and in computa-
tional speed.

Keywords: sparse PCA, power method, gradient ascent, strongly caatexblock algorithms

1 Introduction

Principal component analysi@PCA) is a well established tool for making sense of high digienal
data by reducing it to a smaller dimension. It has applicatiagirtually in all areas of science—machine
learning, image processing, engineering, genetics, mearputing, chemistry, meteorology, control the-
ory, computer networks—to name just a few—where large dettaage encountered. It is important that
having reduced dimension, the essential characteristite aata are retained. § € RP*" is a matrix
encodingp samples of, variables, withn being large, PCA aims at finding a few linear combinations of
these variables, callgatincipal componentswhich point in orthogonal directions explaining as much of
the variance in the data as possible. If the variables auedain the columns ofl are centered, then the
classical PCA can be written in terms of the scadathple covariance matrix = AA” as follows:

Find 2* = arg max 27 Yz. Q)
2Tz<1
Extracting one component amounts to computing the domieigetnvector o (or, equivalently,
dominant right singular vector od). Full PCA involves the computation of the singular valueata-
position (SVD) ofA. Principal components are, in general, combinations dahallinput variables, i.e.
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the loading vectorz* is not expected to have many zero coefficients. In most agdmits, however,
the original variables have concrete physical meaning &8 then appears especially interpretable if
the extracted components are composed only from a small ewaflthe original variables. In the case
of gene expression data, for instance, each variable epsethe expression level of a particular gene.
A good analysis tool for biological interpretation shoule tapable to highlight “simple” structures in
the genome—structures expected to involve a few genes dhigtexplain a significant amount of the
specific biological processes encoded in the data. Compotieat are linear combinations of a small
number of variables are, quite naturally, usually easianterpret. It is clear, however, that with this
additional goal, some of the explained variance has to bdfisad. The objective oSparse principal
component analysigparse PCA) is to find a reasonabiade-off between these conflicting goals. One
would like to explainas muchvariability in the data as possible, using components coostd fromas
fewvariables as possible. This is the classical trade-off behstatistical fidelityandinterpretability.

For about a decade, sparse PCA has been a topic of activeatesetistorically, the first suggested
approaches were based on ad-hoc methods involving postgsing of the components obtained from
classical PCA. For exampl@ﬁm%] considers gsiarious rotation techniques to find sparse
loading vectors in the subspace identified by PCA. Cadimalafiifel [1995] propose to simply set to
zero the PCA loadings which are in absolute value smaller soane threshold constant.

In recent years, more involved approaches have been putfdrwapproaches that consider the
conflicting goals of explaining variability and achievingpresentation sparsity simultaneously. These
methods usually cast the sparse PCA problem in the form op&imization program, aiming at maxi-
mizing explained variance penalized for the number of nenro-zoadings. For instance, the SCoTLASS
algorithm proposed bLJ_QIJij_e_eLhLLZdOS] aims at maxiimiz the Rayleigh quotient of the covari-
ance matrix of the data under tlig-norm based Lasso penal99m
formulate sparse PCA as a regression-type optimizatiohlgmo and impose the Lasso penalty on the
regression coefficients. d’Aspremont et MOO?] in P CA algorithm exploit convex optimization
tools to solve a convex relaxation of the sparse PCA prod&n&n_and_Huﬁh(;_LZDbS] adapt the singular
value decomposition (SVD) to compute low-rank matrix appr@tions of the data matrix under various
sparsity-inducing penalties. Greedy methods, which gre#y for combinatorial problems, have been

investigated by Moghaddam et al. [2006]. Finally, d’Asprerhet al. [2008] propose a greedy heuristic

accompanied with a certificate of optimality.

In many applications, several components need to be idmhtifihe traditional approach consists of
incorporating an existing single-unit algorithm in a deflatscheme, and computing the desired num-
ber of components sequentially (see, égujAsp@mdﬂ &@j]). In the case of Rayleigh quotient
maximization it is well-known that computing several compnts at once instead of computing them
one-by-one by deflation with the classical power method tpgésent better convergence whenever the
largest eigenvalues of the underlying matrix are close ¢t e¢her (see, e.80]). Therefore,
block approaches for sparse PCA are expected to be moreeffan ill-posed problems.

In this paper we consider two single-unit (Section 2.1 aid) &d two block formulations (Section
2.3 and 2.4) of sparse PCA, aimed at extractingparse principal components, with = 1 in the for-
mer case ang > m > 1 in the latter. Each of these two groups comes in two varialggsending on the
type of penalty we use to enforce sparsity—eitheor ¢ (cardinality).El While our basic formulations

1Our single-unit cardinality-penalized formulation is fdieal to that of d’Aspremont et al. [2008].



involve maximization of anonconvexXunction on a space of dimension involvimg we constructefor-
mulationsthat cast the problem into the form of maximization aftavexfunction on the unit Euclidean
sphere iR? (inthem = 1 case) or thé&tiefel manifold in RP*™ (inthem > 1 case). The advantage of
the reformulation becomes apparent when trying to solvblpnos with many variables:(>> p), since
we manage to avoid searching a space of large dimensioneAsaime time, due to the convexity of the
new cost function we are able to propose andlyzethe iteration-complexity of a simple gradient-type
scheme, which appears to be well suited for problems of gniw f In particular, we study (Sectidh 3) a
first-order method for solving an optimization problem cé fiorm

f* = max f(z), (P)
where @ is a compact subset of a finite-dimensional vector spacefandonvex. It appears that our
method has best theoretical convergence properties wtienr gior Q are strongly convex, which is the
case in the single unit case (unit ball is strongly convex) @m be enforced in the block case by adding
a strongly convex regularizing term to the objective fumeticonstant on the feasible set. We do not,
however, prove any results concerning the quality of thaiakt solution. Even the goal of obtaining
a local maximizer is in general unattainable, and we mustdo¢ent with convergence to a stationary
point.

In the particular case whe@ is the unit Euclidean ball iR? and f(z) = 27 Cx for somep x p
symmetric positive definite matri&’, our gradient scheme specializes to poever methogdwhich aims
at maximizing theRayleigh quotient

T
Rlz) = 2!t Cx

2Ty
and thus at computing the largest eigenvalue, and the pamesg eigenvector, af'.

By applying our general gradient scheme to our sparse P@#&meflations of the form (P), we obtain
algorithms (Section 4) with per-iteration computationastt? (npm).

We demonstrate on random Gaussian (Section 5.1) and geressixm data related to breast cancer
(Section 5.2) that our methods are very efficient in practié¢hile achieving a balance between the
explained variance and sparsity which is the same as orisupethe existing methods, they are faster,
often converging before some of the other algorithms managatialize. Additionally, in the case of
gene expression data our approach seems to extract conipavidnstrongest biological content.

Notation. For convenience of the reader, and at the expense of reduydame of the less standard
notation below is also introduced at the appropriate pladbé text where it is used. Parameters<
p < n are actual values of dimensions of spaces used in the papdhe Idefinitions below, we use
these actual values (i.e. p andm) if the corresponding object we define is used in the textuesiotly
with them; otherwise we make use of the dummy varialdlgsepresentingy or n in the text) and
(representingn, p or n in the text).

We will work with vectors and matrices of various siz&"( R**!). Given a vectory € RF, itsith
coordinate is denoted hy. For a matrixy” € R**!, ; is thei*® column ofY’ andy;; is the element of
Y at position(i, j).

ZStiefel manifold is the set of rectangular matrices witthortormal columns.



By E we refer to a finite-dimensional vector spad; is its conjugate space, i.e. the space of all
linear functionals ofE. By (s, z) we denote the action af € E* onz € E. For a self-adjoint positive
definite linear operatafr : E — E* we define a pair of norms dii andE* as follows

|z £ (Gx,2)'?, zcE,
2)
Isls %' (s,G-1s)/2, seE*

Although the theory in Sectidn 3 is developed in this gensediing, the sparse PCA applications
considered in this paper require either the chdice: E* = R? (see Sectioh 313 and probleri$ (8) and
(I4) in Sectio ) ol = E* = RP*™ (see Sectioh 3l4 and problenis](18) and (22) in Se€lion 2). In
both cases we will le€ be the corresponding identity operator for which we obtain

1/2
Z:L"Zyl, |z = (z,z)/? = (Zx ) =||z|l2, =,y € RP,and

1/2

(X,Y)=Te XY, |X]|=(X,X)"/?= (wa = |X|lr, X,Y €RP¥™

Thus in the vector setting we work with tiséandard Euclidean norrand in the matrix setting with
the Frobenius norm The symbolIr denotes the trace of its argument.

Furthermore, for € R™ we write||z||; = ), |z| (¢1 norm) and by|z||o (¢o “norm”) we refer to the
number of nonzero coefficients, cardinality, of z. By S” we refer to the space of gll x p symmetric
matrices;S", (resp.S” ) refers to the positive semidefinite (resp. definite) corige@values of matrix
Y are denoted by, (Y), largest eigenvalue bymax(Y'). Analogous notation with the symbelrefers to
singular values.

By B¥ = {y € R* | yTy < 1} (resp.S* = {y € R* | yTy = 1}) we refer to the unit Euclidean
ball (resp. sphere) iR*. If we write B andS, then these are the corresponding objectB.iThe space
of n x m matrices with unit-norm columns will be denoted by

[SM™ = {Y € R™™ | Diag(YTY) = I,,,},

whereDiag(-) represents the diagonal matrix obtained by extracting idngothal of the argumenStiefel
manifoldis the set of rectangular matrices of fixed size with orthararcolumns:

St ={Y e R |YTY =1I,}.

Fort € R we will further writesign(t) for the sign of the argument arg = max{0, t}.

2 Some formulations of the sparse PCA problem

In this section we propose four formulations of the sparsa P®@blem, all in the form of the general op-
timization framework (P). The first two deal with the singleit sparse PCA problem and the remaining
two are their generalizations to the block case.



2.1 Single-unit sparse PCA vig;-penalty

Let us consider the optimization problem
def
6u,(7) = max V2TRz — ey, (3)

with sparsity-controlling parameter > 0 and sample covariance matdix= A” A.

The solutionz* () of (3) in the casey = 0 is equal to the right singular vector corresponding to
omax(4), the largest singular value of. It is the first principal component of the data matrix The
optimal value of the problem is thus equal to

be, (0) = (>\maX(ATA))1/2 = omax(4).

Note that there is no reason to expect this vector to be sp@rséhe other hand, for large enoughwe
will necessarily have* () = 0, obtaining maximal sparsity. Indeed, since

oMzl IS mal Sl lae

= — max ||a; = ||a;
BT R T el S T laile = llaw e,

we get||Az||2 — 7||z]l1 < 0 for all nonzero vectors whenevery is chosen to be strictly bigger than
||a;+||2. From now on we will assume that

2. (4)

Note that there is a trade-off between the valde™(y)||2 and the sparsity of the solutiari(+). The
penalty parametey is introduced to “continuously” interpolate between the extreme cases described
above, with values in the intervdl, ||a;- ||2). It depends on the particular application whether sparsity
valued more than the explained variance, or vice versa,@nthat extent. Due to these considerations,
we will consider the solution of {3) to be a sparse princigahponent ofA.

v < [lag

Reformulation. The reader will observe that the objective functior(in (3)as convex, nor concave,
and that the feasible set is of a high dimensign# n. It turns out that these shortcomings are overcome
by considering the following reformulation:

b, (v) = max [|Az[]2 — v|zx
zeB”

— TAz — 5
?é%}éiré%}gm z ’7||ZH1 ()

n
_ (aTa) =~z
= magmge ) s e) —

n

= T

— A(laXz| — 6
e s ) [%l(loel =), ©)

wherez; = sign(al'z)z;. In view of (), there is some € B" for which alz > ~. Fixing suchz,
solving the inner maximization problem ferand then translating back tg we obtain the closed-form

solution . . .
_ sign(a; @)[la; x| — 1]+

T llefal -

zi =27 (%) i=1,...,n. (7)
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Problem[[6) can therefore be written in the form

n

07, (7) = max ) [laf 2| - 3. ®
i=1

Note that the objective function is differentiable and aagand hence all local and global maxima must
lie on the boundary, i.e., on the unit Euclidean sph#teAlso, in the case whep < n, formulation [3)
requires to search a space of a much lower dimension thanitta problem [[).

Sparsity. In view of (7), an optimal solution:* of (8) defines a sparsity pattern of the vectér In
fact, the coefficients of* indexed by

7= {illaja*| >~} ©)

are active while all others must be zero. Geometricallyiyaghdices correspond to the defining hyper-
planes of the polytope
D={zxcRP||alz]| <1}

that are (strictly) crossed by the line joining the origirddahe pointz* /~. Note that it is possible to say
something about the sparsity of the solution even withoeikttowledge of:*:

v > aillz = z(y) =0, i=1,...,n. (10)

2.2 Single-unit sparse PCA via cardinality penalty
Instead of the/; -penalization, d’Aspremont et al. [2008] consider the fakation

def
e, (7) = max 27Xz — |20, (11)
zeB”

which directly penalizes the number of nonzero componerasi{nality) of the vectoe.

Reformulation. The reasoning of the previous section suggests the refationl

_ T p2)?
B¢, (v) = max max(z” Az)" —7l|z]lo, (12)

where the maximization with respect o= 5™ for a fixedz € 5P has the closed form solution

_ Bign((el2)® —y)]yala
Vi sign((af )2 — )] (af 2)?

In analogy with the/; case, this derivation assumes that

i=1,...,n. (13)

z; = 27 (7)

2
29

v < [lag

so that there is: € B" such thata! )% — v > 0. Otherwisez* = 0 is optimal. Formula{13) is easily
obtained by analyzind (12) separately for fixed cardinalijues ofz. Hence, probleni{11) can be cast
in the following form

n

b1o(7) = max > [(af ) =)+ (14)




Again, the objective function is convex, albeit nonsmoahd the new search space is of particular
interest ifp < n. A different derivation of[(T4) for thes = p case can be found in_d_AﬁpLem_in_ek al.

[2008].

Sparsity. Given a solutionz* of (I4), the set of active indices of is given by
T={il(ajx")* >}

Geometrically, active indices correspond to the definingenglanes of the polytope

D={zxcRP||a]z| <1}
that are (strictly) crossed by the line joining the origirdahe pointz*/, /7. As in the/; case, we have
y> a3 =  zi(y) =0, i=1,...,n. (15)

2.3 Block sparse PCA vig/;-penalty

Consider the following block generalization 6f (5),

m n
def
() = max Tr(XTAZN) =7} > |zl (16)
Zelsn =1
wherey > 0 is a sparsity-controlling parameter and = Diag(ju1, .. ., i), With positive entries on

the diagonal. The dimensiaon corresponds to the number of extracted components andumassto
be smaller or equal to the rank of the data matrix, e Rank(A). It will be shown below that under
some conditions on the parameters the casey = 0 recovers PCA. In that particular instance, any
solution Z* of (I8) has orthonormal columns, although this is not explienforced. For positivey,
the columns ofZ* are not expected to be orthogonal anymore. Most existingrithgns for computing
several sparse principal components, e.g., Zoulet al. [[260%spremont et al. 7], Shen and Huang

], also do not impose orthogonal loading directiorimutaneously enforcing sparsity and orthog-
onality seems to be a hard (and perhaps questionable) task.

Reformulation. Since problem[(16) is completely decoupled in the columng,afe.,

b1, '—§%§%§:§%?”“x A = el

the closed-form solutiori{7) of5) is easily adapted to tleek formulation [16):

; T,.. gL | —
sz. o Z*( ) — Slgn(ai x])[lu’]|a7, ;U,7| /y]"r (17)

VErlgladas — 212

07, m(7) = max Z [wilal z;] — )3, (18)




which maximizes a convex functiofi: R?*™ — R on the Stiefel manifoldSh,.

Sparsity. A solution X* of (I8) again defines the sparsity pattern of the mafrix the entryz; is
active if
T, *
pilag x5 >,
and equal to zero otherwise. Fpr> max; ; 11j]|a;l|2, the trivial solutionZ* = 0 is optimal.

Block PCA. For~ = 0, problem [[I8) can be equivalently written in the form

O m(0) = max Tr(XTAATXN?) (19)

which has been well studied (see emmwlﬂﬁnﬂlﬁbﬁﬂ. [2008]). The solutions of {19)
span the dominant.-dimensional invariant subspace of the mattid”". Furthermore, if the parameters
u; are all distinct, the columns ot * are them dominant eigenvectors ofAT  i.e., them dominant left-
eigenvectors of the data matrik The columns of the solutiod* of (I8) are thus then dominant right
singular vectors of4, i.e., the PCA loading vectors. Such a matiNxwith distinct diagonal elements
enforces the objective function in_{19) to have isolated iméers. In fact, if N = I,,,, any pointX*U
with X* a solution of[[ID) and/ € S is also a solution 0of(19). In the case of sparse PCA,j.e,0,
the penalty term enforces isolated maximizers. The teahparameterV will thus be set to the identity
matrix in what follows.

2.4 Block sparse PCA via cardinality penalty

The single-unit cardinality-penalized case can also berally extended to the block case:

def
brom(7) = max Tr(Diag(X"AZN)?) = ] Zll, (20)
Ze[snm
where~y > 0 is the sparsity inducing parameter ahd= Diag(y1, ..., ) With positive entries on

the diagonal. In the case = 0, problem [22) is equivalent t6 (119) and therefore corredpdn PCA,
provided that aljs; are distinct.
Reformulation. Again, this block formulation is completely decoupled ie tolumns ofZ,

m

Peo,m (Y )—)Iggg lzmee}g(u]w 7 Az)? =z,

so that the solutiori (13) of the single unit case providesfitanal columns;:

[sign((njai z;)* — vy piai @ ‘ 21)
V Sk lsign((nyaf 2))? — (e a;)?

The reformulation of probleni (20) is thus

n

- . 22
dro.m(7) = max ;; pial ;)% — A4, (22)




which maximizes a convex functiofi: R?*™ — R on the Stiefel manifoldSh,.
Sparsity. For a solutionX* of (22), the active entries;; of Z* are given by the condition
(njal 3)? > 7.

Hence fory > max y;||a;||3, the optimal solution of(20) ig* = 0.
Zh]

3 A gradient method for maximizing convex functions

By E we denote an arbitrary finite-dimensional vector spdcejs its conjugate, i.e. the space of all
linear functionals ofE. We equip these spaces with norms given[Dy (2).

In this section we propose and analyze a simple gradiemt-typthod for maximizing a convex
function f : E — R on a compact sad:

f* = max f(z). P)

Unless explicitly stated otherwise, we wilbt assumef to be differentiable. Byf’(x) we denote
any subgradient of functiofi atz. By 0f(x) we denote its subdifferential.
At any pointz € Q we introduce some measure for the first-order optimalitydit@ns:
def
Az) = "(2),y — ).
(r) E max( /(). y )
Clearly,A(z) > 0 and it vanishes only at the points where the gradféfit) belongs to the normal cone
to the setConv(Q) atzf
We will use the following notation:

def

y(z) € Argmax(f'(z),y — ). (23)
yeQ

3.1 Algorithm

Consider the following simple algorithmic scheme.
Note that for example in the special ca@e=r - S &' . {x €E|||z|]| =r}or

Q=r-BE,. {z € E | ||z|]| < r}, the main step of Algorithriil1 can be written in an explicit form

—1 £/
y(Tr) = Tpy1 = T%}fiﬁ)- (24)

% The normal cone to the s€tonv(Q) atx € Q is smallerthan the normal cone to the s@t Therefore, the optimality
conditionA(z) = 0 is strongerthan the standard one.




Algorithm 1: Gradient scheme
input : Initial iteratex, € E.
output: x, approximate solution of (P)
begin
k+«——20
repeat
Th+1 € Argmax{f(z) + (f'(x),y — 1) | y € Q}
k—Fk+1
until a stopping criterion is satisfied
end

3.2 Analysis

Our first convergence result is straightforward. Demsmed:ef Orgjgk Ax;).
RS

Theorem 1 Let sequencézxy, }° , be generated by Algorithid 1 as applied to a convex funcfiofihen
the sequencéf(z)} 2, is monotonically increasing ankgﬁm A(zxy) = 0. Moreover,

"= f(@o)
A < (25)

Proof. From convexity off we immediately get

fargr) > o) + (' (ar), tran — z) = flan) + Alzy),

and thereforef(zr41) > f(xx) for all k. By summing up these inequalities for= 0,1,..., N — 1,

we obtain
k

f* = flzo) = flar) = flwo) 2 D> Alwi),
i=0
and the result follows. O
For a sharper analysis, we need some technical assumptigharad Q.

Assumption 1 The norms of the subgradients p&re bounded from below o@ by a positive constant,

ie.
def .
6 S min [f'(@)].>0. (26)

f(z)€df(x)
This assumption is not too binding because of the followegplt.

Proposition 2 Assume that there exists a pointZ Q such thatf(z) < f(x) forall z € Q. Then
dp > |mi — f(z — I )
2 |min £(0) ~ £@)] / |max 1~ 21| > 0
Proof. Becausef is convex, for anyr € Q we have

0< flx) = f(2) < (f'(2), 2 —2) < |[f' (@)« - [l — 2|

O
For our next convergence result we need to assume eithagstomvexity off or strong convexity
of the setConv(Q).

10



Assumption 2 Function f is strongly convexi.e. there exists a constant; > 0 such that for any
z,y € E

g
F) = @)+ (f@)y — ) + L lly —all” (27)
Convex functions satisfy this inequality foonvexity parametes y = 0.

Assumption 3 The setConv(Q) is strongly convex This means that there exists a constagt > 0
such that for any:, y € Conv(Q) anda € [0, 1] the following inclusion holds:

ar + (1 —a)y + %a(l —a)|lz —y|* - S C Conv(Q). (28)

Convex sets satisfy this inclusion foonvexity parameteso = 0. It can be shown (see Appendix),
that level sets of strongly convex functions with Lipschitntinuous gradient are again strongly convex.
An example of such a function is the simple quadratic— ||z||>. The level sets of this function
correspond to Euclidean balls of varying sizes.

As we will see in Theorernl4, a better analysis of Algorithm passible ifConv(Q), the convex
hull of the feasible set of problem (P), is strongly convexiteéthat in the case of the two formulations
(8) and [(14) of the sparse PCA problem, the feasibl&sistthe unit Euclidean sphere. Since the convex
hull of the unit sphere is the unit ball, which is a stronglyweex set, the feasible set of our sparse PCA
formulations satisfies Assumptigh 3.

In the special cas@ = r - S for somer > 0, there is a simple proof that Assumptidn 3 holds with
oo = 1. Indeed, for any, y € E anda € [0, 1], we have

laz + (1 —a)yl* = o®[lz]* + (1 - a)?yl* + 2a(1 — a)(Gz,y)
= afz?+ 1 - a)|yl* - al - a)llz - y|*.
Thus, forx,y € r - S we obtain:
2 211/2 1 2
low + (1 = a)yll = [r* —a(l —a)llz —ylI’] ™ < r = -a(l —a)llz — y[*.
Hence, we can takeg = 1.

T

The relevance of Assumptidn 3 is justified by the followinghmeical observation.

Proposition 3 Let Assumptiohl3 be satisfied. Then for ang @ the following holds:
A@) = I @) - ly(@) - o] (29)
Proof. Fix an arbitraryz € Q. Note that
(f'(z),y(z) —y) 20, y € Conv(Q).
We will use this inequality for

o 1z
v=1n et alya) - o)+ Ralt - a)ly(o) - o T ae o)

11



In view of Assumptioi By, € Conv(Q). Therefore,
0> (f'(2),ya — y(@)) = (L — a)(f'(x), 2 — y(x)) + %Qa(l —a)lly(z) —z[* - [| £ (@)l
Sincea is an arbitrary value fronD, 1], the result follows. O
We are now ready to refine our analysis of Algorithm 1.

Theorem 4 (Convergence)Let f be convex and let Assumptign 1 and at least one of Assumtiemd
[B be satisfied. I{x;} is the sequence of points generated by Algorithm 1, then

- 2f* = f(0))
2 0
gzollwml — " < Toodr +op (30)

Proof. Indeed, in view of our assumptions and Proposifibn 3, we have

o 1
f(xrg1) = flog) > Azg) + Ef“wlwl —ap)* > = (0065 + of)lzpsr — zl*.

5
]

We cannot in general guarantee that the algorithm will cagezeéo a unique local maximizer. In

particular, if started from a local minimizer, the methodlwbt move away from this point. However,

the above statement guarantees that the set of its limitgp@rconnected and all of them satisfy the
first-order optimality condition.

3.3 Maximization with spherical constraints
ConsiderE = E* = RP with G = I,, and(s, z) = ), s;z;, and let
Q=r-SP={zeRP||z||=r}.

Problem (P) takes on the form:

f= max f(z).

zer-SP

SinceQ is strongly convexdo = %), Theoreni # is meaningful for any convex functipito ; > 0). We
have already noted (sde{24)) that the main step of Algoifffzan be written down explicitly. Note that
the single-unit sparse PCA formulatios (8) ahd (14) canftw this setting. The following examples
illustrate the connection to classical algorithms.

Example 5 (Power method) In the special case of a quadratic objective functjtfz) = %xTCac for
someC € S’ on the unit spherer(= 1), we have

F* = 52max(C),

and Algorithn{1 is equivalent to th@ower iteration methoébr computing the largest eigenvalue ©f
(Golub and Van Loar |19$6]). Hence f@ = SP, we can think of our scheme as a generalization of the
power method. Indeed, our algorithm performs the followtecation:

C(ﬂk
=— k>0.
= o] P2
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Note that bothy; ando ¢ are equal to the smallest eigenvaluetfand hence the right-hand side bf[30)
is equal to

2)\m.n(0) D)

Example 6 (Shifted power method)If C' is not positive semidefinite in the previous example, the ob-
jective function is not convex and our results are not agfilie. However, this complication can be
circumvented by instead running the algorithm with thetstifjuadratic function

flz) = 347(C + wh)s,

wherew > 0 satisfiesC’' = wl, + C € S%_, . On the feasible set, this change only adds a constant term
to the objective function. The method, however, produdésreit sequence of iterates. Note that the
constants); ando ¢ are also affected and, correspondingly, the estimaté (31).

3.4 Maximization with orthonormality constraints

ConsiderE = E* = RP*™, the space op x m real matrices, withn < p. Note that form = 1

we recover the setting of the previous section. We assursesfiace is equipped with the trace inner

product: (X,Y) = Tr(X7Y). The induced norm, denoted Uy || def (X, X)'/2, is the Frobenius

norm (we letG be the identity operator). We can now consider various liéasiets, the simplest being
a ball or a sphere. Due to nature of applications in this pdgiens concentrate on the situation whgn
is a special subset of the sphere with radius /m, the Stiefel manifoldS?,:

Q=8 ={X R | XX =1I,}.

Problem (P) then takes on the following form:

[T = max f(X).

XESgL

Note thatConv(Q) is not strongly convexdo = 0), and hence Theorep 4 is meaningful onlyfifs
strongly convexq; > 0). At every iteration, the algorithm needs to maximize adininction over the
Stiefel manifold. The following standard result shows hbig tan be done.

Proposition 7 LetC' € RP*™, withm < p, and denote by;(C), i = 1,...,m, the singular values of
C. Then
O, X) =Tr[(cTe)/?) = ; 32
max (C,.X) = T ZU (32)

and a maximizelX * is given by thdJ factor in the polar decomposition ¢f:
C=UP, UecSh, PcST.

If C'is of full rank, then we can tak&* = C(CTC)~1/2,
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Proof. Existence of the polar factorization in the nonsquare casevered by Theorem 7.3.2lin Horn and Johnson
[@]. LetC = VEWT be the singular value decomposition4f that is,V is p x p orthonormal,J¥/
ism x m orthonormal, and is p x m diagonal with values;(A) on the diagonal. Then

max (C, X) = max (VEWT, X)

XeSE, XeSh,
= max TrX(WTXTV)
Xesh,
m
= max Tr 2Z7 = max 0i(C)zi < o;(O).
zesh, zesh, Z i(C)zii < 3 on(C)

The third equality follows since the functiaki — V7 XW mapsS), onto itself. It remains to note
that

(C,U)=TrP =) M(P Zal Te(PTP)/2 = Tr(CT )2 = Za

Finally, in the full rank case we have’, X*) = TrCTC(CTC)~/? = Tr(CTC)V/2.
U
In the sequel, the symbalf(C) will be used to denote th& factor of the polar decomposition of
matrix C' € RP*™, or equivalently,Uf(C) = C(CTC)~/%if C is of full rank. In view of the above
result, the main step of Algorithid 1 can be written in the form

Tpp1 = UE(f' (1)) (33)

Note that the block sparse PCA formulatiohs](18) (22jaromto this setting. Here is one more
example:

Example 8 (Rectangular Procrustes Problem)Let C, X € RP*™ and D € RP*P and consider the
following problem:
min{[|C — DX} | XTX = I}, (34)

Since||C—-DX|% = ||C||%+ (DX, DX)—2(CD, X), by a similar shifting technique as in the previous
example we can cast problem134) in the following form

max{w| X|% — (DX, DX) +2(CD,X) | XTX = I,,}.

For w > 0 large enough, the new objective function will be strongl In this case our algorithm
becomes similar to the gradient method proposeﬁ
The standard Procrustes problem in the literature is a splezase of[(34) wittp = m.

4 Algorithms for sparse PCA

The application of our general method (Algoritith 1) to therfgparse PCA formulations of Section
2 i.e., [8),[d4),[(IB) and (22), leads to Algorithidd P[ B,ndi@ below, that provide a locally optimal
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pattern of sparsity for a matriX € [S"]mﬁ This pattern is defined as a mati#k € R™*"™ such that
pi; = 0 if the loadingz;; is active andp;; = 1 otherwise. Sa” is an indicator of the coefficients ¢f
that are zeroed by our method. The computational compleXitlye single-unit algorithms (Algorithms
[2 andB) isO(np) operations per iteration. The block algorithms (Algorigithand5) have complexity
O(npm) per iteration.

4.1 Methods for pattern-finding

Algorithm 2: Single-unit sparse PCA method based onffipenalty [8)

input : Data matrixA € RP*"
Sparsity-controlling parameter> 0
Initial iteratex € SP

output: A locally optimal sparsity patter®’

begin

repeat

v — Y [lal x| — 7]+ sign(a! z)a;
T — HT:DH

until a stopping criterion is satisfied

;= if ol
Construct vecto” € R™ such that pi =0 a; x'. =
p; =1 otherwise.

end

Algorithm 3: Single-unit sparse PCA algorithm based on fg@enalty [1%)

input : Data matrixA € RP*"
Sparsity-controlling parameter > 0
Initial iteratex € SP
output: A locally optimal sparsity patteri®
begin
repeat
v — S0 [sign((af 2)? — )4 o'z a;
€T — IIT:EH

until a stopping criterion is satisfied
pi=0 if (alz)? >~
p; =1 otherwise.

Construct vecto” € R™ such that{

end

“This section discusses the general block sparse PCA probléte single-unit case corresponds to the particular case
m = 1.
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Algorithm 4 : Block Sparse PCA algorithm based on thepenalty [18)

input : Data matrixA € RP*"
Sparsity-controlling parameter> 0
Initial iterate X € S5,
output: A locally optimal sparsity patteriy
begin
repeat
forj=1,...,mdo
|y e s llaf @] — 7+ sign(a z)a;
X «— Uf(X)
until a stopping criterion is satisfied

o € T
Construct matrix? € R"*™ such thatl 7% 0 if |a; m?' =
pi;j =1 otherwise.

end

Algorithm 5: Block Sparse PCA algorithm based on fepenalty [22)

input : Data matrixA € RP*"
Sparsity-controlling parameter > 0
Initial iterate X € S%,
output: A locally optimal sparsity patteriy
begin
repeat
forj=1,...,mdo
| xj e i [sien((al 25)® = )]y af 25 a;
X «— Uf(X)
until a stopping criterion is satisfied

) - if (aTx.:)2
Construct matrix? € R™*™ such thatl 0 (a7 x?) =
pi;j =1 otherwise.

end

4.2 Post-processing

Once a “good” sparsity patterR has been identified, the active entrieszstill have to be filled. To
this end, we consider the optimization problem,

(X", 2*) ©arg max Tr(XTAZN), (35)
XeSh,
ze[sn]m
Zp=0
whereZp denotes the entries ¢f that are constrained to zero and= Diag(u1, . . ., ) With strictly

positive ;. Problem [(3b) assigns the active part of the loading vectots maximize the variance
explained by the resulting components. By, we refer to the complement dfp, i.e., to the active
entries ofZ. In the single-unit caser = 1, an explicit solution of[(35) is available,

X" =u,
Zy =wv and Zp =0, (36)
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wheresuv” with o > 0, w € B? andv € BI”llo is a rank one singular value decomposition of the matrix
Ap, that corresponds to the submatrix4ftontaining the columns related to the active entries.

Although an exact solution of (85) is hard to compute in thecklcasen > 1, a local maximizer
can be efficiently computed by optimizing alternatively wiespect to one variable while keeping the
other ones fixed. The following lemmas provide an explicitiSon to each of these subproblems.

Lemma 9 For afixedZ € [S"]™, a solutionX™* of

max Tr(XTAZN)
Xesk,

is provided by thé/ factor of the polar decomposition of the produtt V.

Proof. See Proposition] 7. O
Lemma 10 The solution o
7x =2 arg max Tr(XTAZN), (37)
Zelsnm
Zp=0

is at any pointX € SF, defined by the two conditionsy, = (ATXND)p and Z3 = 0, whereD is a
positive diagonal matrix that normalizes each columiZéfto unit norm, i.e.,

D = Diag(NXTAATXN) z.
Proof. The Lagrangian of the optimization problem}37) is
L(Z,A1,Ay) = Te(XTAZN) — Tr(A (27 Z - 1)) — Tr(AL 2),

where the Lagrangian multipliers; € R™*™ andA, € R™ ™ have the following properties\; is an
invertible diagonal matrix an¢l\2) = 0. The first order optimality conditions df(B7) are thus

ATXN —2ZA — Ay =0
Diag(272) = I,
Zp =0.

Hence, any stationary poiuat* of (37) satisfiesZ7, = (ATXND)p andZ} = 0, whereD is a diagonal
matrix that normalizes the columns &f to unit norm. The second order optimality condition imposes
the diagonal matrixD to be positive. Such & is unique and given byp = Diag(NXTAATXN)‘%. O

The alternating optimization scheme is summarized in Afgor[@, which computes a local solution
of (35). It should be noted that Algorithid 6 is a postproaggdieuristic that, strictly speaking, is
required only for the/; block formulation (Algorithn#). In fact, since the cardiia penalty only
depends on the sparsity patteéfhand not on the actual values assignedig a solution(X™*, Z*) of
Algorithms[3 of[b is also a local maximizer ¢f {35) for the réimg patternP. This explicit solution
provides a good alternative to Algorithinh 6. In the singletwaise with/; penalty (Algorithm[2), the
solution [36) is available.
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Algorithm 6 : Alternating optimization scheme for solvirig {35)
input : Data matrixA € RP*"
Sparsity patterd® € R"*™
Matrix N = Diag(p1, - - -, fim)
Initial iterate X € S5,
output: A local minimizer(X, Z) of (35)
begin
repeat
Z— ATXN
7 — 7 Diag(Z72)" 2
Zp+—0
X «— Uf(AZN)
until a stopping criterion is satisfied
end

Computation of?  Computation o7 5

GPowery, Algorithm[2 Equation[(36)
GPower, Algorithm[3 Equation[(IB)
GPowery, .,  Algorithm[4 Algorithm[8

GPowery, .,  Algorithm[g Equation[(211)

Table 1:New algorithms for sparse PCA.

4.3 Sparse PCA algorithms

To sum up, in this paper we propose four sparse PCA algorjteath combining a method to identify
a “good” sparsity pattern with a method to fill the active &drof them loading vectors. They are
summarized in Tablgfi.

4.4 Deflation scheme.

For the sake of completeness, we recall a classical deflatiocess for computing. sparse princi-
pal components with a single-unit algorithm (d’Asprematnale [2007]). Letz € R™ be a unit-norm
sparse loading vector of the dafa Subsequent directions can be sequentially obtained byweting a
dominant sparse component of the residual matrix zz", wherez = Az is the vector that solves

min ||A — 227 ||p.
zeRP

5 Numerical experiments

In this section, we evaluate the proposed power algorittgamat existing sparse PCA methods. Three
competing methods are considered in this study: a greedynselaimed at computing a local maximizer

®0ur algorithms are name@Power where the “G” stands fogeneralizecbr gradient
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of (1) (d’Aspremont et AILZQJJS]), th&®PCA algorithm I.mm) and the sPCA-rSVD algo-
rithm (Shen and Huahg [2008]). We do not include B&PCA algorithm (d’Aspremont et all [2007])

in our numerical study. This method solves a convex relaratif the sparse PCA problem and has a
large computational complexity @(n?) compared to the other methods. Tdlle 2 lists the considered
algorithms.

GPowery, Single-unit sparse PCA via -penalty
GPowery, Single-unit sparse PCA vig-penalty
GPowery, ., Block sparse PCA vid, -penalty
GPowery, ,, Block sparse PCA vi#,-penalty

Greedy Greedy method

SPCA SPCA algorithm

rSVDy, sPCA-rSVD algorithm with ai;-penalty (“soft thresholding”)
rSVDy, SPCA-rSVD algorithm with aty-penalty (“hard thresholding”)

Table 2:Sparse PCA algorithms we compare in this section.

These algorithms are compared on random data (Sdctibn Svi¢laas on real data (Sectibn b.2).
All numerical experiments are performedMATLAB. Our implementations of th&6Power algorithms
are initialized at a point for which the associated spaysitifern hasit least oneactive element. In case
of the single-unit algorithms, such an initial iterate= S is chosen parallel to the column dfwith the
largest norm, i.e.,
= L, where " = argmax ||a;]|2. (38)
l|ai=[|2 i
For the blockGPower algorithms, a suitable initial iterat& € Sh, is constructed in a block-wise manner
asX = [z|X ], wherez is the unit-norm vectof(38) and; € S” , is orthogonal tar, e, z'X, =
0. We stop thezPower algorithms once the relative change of the objective fncis small:

f(@rt1) — flaw)
flzy)
MATLAB implementations of th6PCA algorithm and the greedy algorithm have been renderedsdlail
by|Zou et al.[2006] and d’Aspremont et/ al. [2008]. We haveyéwer, implemented the SPCA-rSVD al-
gorithm on our own (Algorithm 1 ih_S_h_Qn_and_Huhhg_LZOOS]), and it with the same stopping criterion
as for theGPower algorithms. This algorithm initializes with the best raoike approximation of the data
matrix. This is done with thevds function inMATLAB.

Given a data matri¥d € RP*", the considered sparse PCA algorithms providenit-norm sparse
loading vectors stored in the matiik € [S™]™. The samples of the associated components are provided
by the m columns of the productlZ. The variance explained by these components is an impor-
tant comparison criterion of the algorithms. In the simpsen = 1, the variance explained by the
componentdz is

X

<e=10"%

Var(z) = 2T AT Az.

Whenz corresponds to the first principal loading vector, the vargisVar(z) = omax(A)?2. In the case
m > 1, the derived components are likely to be correlated. Hesuwomming up the variance explained
individually by each of the components overestimates thi@nee explained simultaneously by all the
components. This motivates the notionagljusted varianc@roposed bm}a@%]. The adjusted
variance of then components” = AZ is defined as

AdjVar Z = Tr R?,
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whereY = QR is the QR decomposition of the components sample matri) ¢ Sh, andR is an
m X m upper triangular matrix).

5.1 Random test problems

All random data matricesl € RP*™ considered in this section are generated according to asizaus
distribution, with zero mean and unit variance.

Trade-off curves. Let us first compare the single-unit algorithms, which pdeva unit-norm sparse
loading vectorz € R™. We first plot the variance explained by the extracted corapbagainst the
cardinality of the resulting loading vectar For each algorithm, the sparsity-inducing parameter is
incrementally increased to obtain loading vectonsith a cardinality that decreases fromto 1. The
results displayed in Figufé 1 are averages of computatiori6 random matrices with dimensions=
100 andn = 300. The considered sparse PCA methods aggregate in two grGipsier,, , GPowery,,,
Greedy andrSVD,, outperform thesPCA and therSVD,, approaches. It seems that these latter methods
perform worse because of tlig penalty term used in them. If one, however, post-processeadtive
part of z according to[(36), as we do BPower, , all sparse PCA methods reach the same performance.

0.9
0.8
0.7

0.6}
05f 4

GPowery, | 4

0al / GPowery,

Greedy
0.3f b
- — =SPCA

02r - = =1SVD, | ]

Proportion of explained variance

0.1

rSVD t 7

0 L L L L L
0 50 100 150 200 250 300

Cardinality

Figure 1:Trade-off curves between explained variance and cardinality. The vertigs i the ra-
tio Var(zspca )/ Var(zpca ), where the loading vectorpca is computed by sparse PCA anflca
is the first principal loading vector. The considered aljons aggregate in two group&Power,, ,
GPowery,, Greedy andrSVD,, (top curve), andsPCA andrSVD,, (bottom curve). For a fixed car-
dinality value, the methods of the first group explain morgarece. Postprocessing algorith®BCA
andrSVD,, with equation[(3b), results, however, in the same perfooeas the other algorithms.

Controlling sparsity with ~v. Among the considered methods, the greedy approach is th@oalto
directly control the cardinality of the solution, i.e., thesired cardinality is an input of the algorithm. The
other methods require a parameter controlling the tratlbetiveen variance and cardinality. Increasing
this parameter leads to solutions with smaller cardinatitif the resulting number of nonzero elements
can not be precisely predicted. In Figlie 2, we plot the @eeralationship between the parametend
the resulting cardinality of the loading vectofor the two algorithms;Power,, andGPower,,. In view
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of (I0) (resp. [(IB)), the entriesof the loading vector obtained by the&Power,, algorithm (resp. the
GPowery, algorithm) satisfying

lailla <~ (resp.fla[|3 < ) (39)

have to be zero. Taking into account the distribution of thenws of the columns ofi, this provides for
every~ a theoretical upper bound on the expected cardinality ofelelting vectot:.

0.9F

0.8

0.71

‘‘‘‘‘ Theoretical upper bound \

061 — — = GPowery,

0.5

GPowery, \

0.4r

0.3

Proportion of nonzero entries

0.2

0.1

1 1 1
0 0.2 0.4 0.6 0.8 1
Normalized sparsity inducing parameter

Figure 2:Dependence of cardinality on the value of the sparsitydimuparameter. In case of the
GPowery, algorithm, the horizontal axis showg||a;- ||2, whereas for th&Power,, algorithm, we use
v/ llaix[]2. The theoretical upper bound is therefor identical for bot#thods. The plots are averages
based on 100 test problems of sjze= 100 andn = 300.

Greedy versus the rest. The considered sparse PCA methods feature different eraboompu-
tational complexities. In Figulg 3, we display the averdgeetrequired by the sparse PCA algorithms
to extract one sparse component from Gaussian matricesr&dionsp = 100 andn = 300. One
immediately notices that the greedy method slows down fsogimitly as cardinality increases, whereas
the speed of the other considered algorithms does not depecardinality. Since on averag@eedy is
much slower than the other methods, even for low cardiealitive discard it from all following numeri-
cal experiments.

Speed and scaling testin Tabled 8 anfl4 we compare the speed of the remaining digwitTable
[B deals with problems with a fixed aspect ratigp = 10, whereas in Tablgl4 is fixed at 500, and
exponentially increasing values efare considered. For the@Power,, method, the sparsity inducing
parametery was set tol0% of the upper boundi,ax = ||ai||2. For theGPower,, method,y was set
to 1% of ymax = ||as+||3 in order to aim for solutions of comparable cardinalitiese(§39)). These
two parameters have also been used forf\éD,, and therSVD,, methods, respectively. Concerning
SPCA, the sparsity parameter has been chosen by trial and erget,ton average, solutions with similar
cardinalities as obtained by the other methods. The valisgtagied in Tablek]3 arid 4 correspond to the
average running times of the algorithms on 100 test instafareeach problem size. In both tables, the
new method<:Power,, and GPower,, are the fastest. The difference in speed betweBower,, and
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Figure 3: The computational complexity direedy grows significantly if it is set out to output a
loading vector of increasing cardinality. The speed of ttieomethods is unaffected by the cardinality

target.

GPowery, results from different approaches to fill the active partofzPower,, requires to compute a
rank-one approximation of a submatrix df (see Equation (36)), whereas the explicit solution (13) is
available toGPower,. The linear complexity of the algorithms in the problem sizis clearly visible in
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Table[4.
pxn 100 x 1000 250 x 2500 500 x 5000 750 x 7500 1000 x 10000
GPowery, 0.10 0.86 2.45 4.28 5.86
GPowery, 0.03 0.42 1.21 2.07 2.85
SPCA 0.24 2.92 14.5 40.7 82.2
rSVDy, 0.21 1.45 6.70 17.9 39.7
rSVDy, 0.20 1.33 6.06 15.7 35.2

Table 3:Average computational time for the extraction of one congmbrgin seconds).

pXn 500 x 1000 500 x 2000 500 x 4000 500 x 8000 500 x 16000
GPowery, 0.42 0.92 2.00 4.00 8.54
GPowery, 0.18 0.42 0.96 2.14 4.55
SPCA 5.20 7.20 12.0 22.6 44.7
rSVDy, 1.20 2.53 5.33 11.3 26.7
rSVDy, 1.09 2.26 4.85 10.5 24.6

Table 4:Average computational time for the extraction of one congmbigin seconds).

Different convergence mechanismsFigure[4 illustrates how the trade-off between explainat va
ance and sparsity evolves in the time of computation forwlterhethodsGPower,, andrSVDy,. In case
of the GPower,, algorithm, the initialization poin{(38) provides a goodcbapximation of the final car-
dinality. This method then works on maximizing the variamdgle keeping the sparsity at a low level
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throughout. TheSVD,, algorithm, in contrast, works in two steps. First, it maxes the variance,
without enforcing sparsity. This corresponds to computimg first principal component and requires
thus a first run of the algorithm with random initializationdea sparsity inducing parameter set at zero.
In the second run, this parameter is set to a positive valdélemethod works to rapidly decrease car-
dinality at the expense of only a modest decrease in explaiagance. So, the new algorith@Powery,
performs faster primarily because it combines the two ph&a#e one, simultaneously optimizing the
trade-off between variance and sparsity.

= S o o =
o N o ©
Proportion of nonzero entries

L
o
o

©
»

Proportion of explained variance
S
w

0.6 0.2
GPowery, (Variance) — — = GPowery, (Cardinality) {0.1
1SVDy, (Variance) — = =1r5VDy, (Cardinality)

05 . . . . . . 0

0 0.5 1 15 2 25 3 35

Computational time [sec]

Figure 4:Evolution of the variance (solid lines and left axis) anddimality (dashed lines and right
axis) in time of computation for the metho@ower,, andrSVD,, on a test problem withh = 250
andn = 2500. The vertical axis is the rati¥ar(zspca)/ Var(zpca ), where the loading vectatpca

is computed by sparse PCA angca is the first principal loading vector. Th8VD,, algorithm first
solves unconstrained PCA, wherdaBower,, immediately optimizes the trade-off between variance
and sparsity.

Extracting more components.Similar numerical experiments, which include the methGBswery, ,,
and GPowery, ,,,, have been conducted for the extraction of more than one coemp. A deflation
scheme is used by the non-block methods to sequentially at@mp components. These experiments
lead to similar conclusions as in the single-unit caseth@methodsPower,, , GPower,,, GPowery, ,,,
GPowery, ,, andrSVD,, outperform thesPCA andrSVD,, approaches in terms of variance explained at
a fixed cardinality. Again, these last two methods can be dvgat by postprocessing the resulting load-
ing vectors with Algorithnib, as it is done f@Powery, ,,,. The average running times for problems of
various sizes are listed in Talile 5. The new power-like nistare significantly faster on all instances.
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pXn 50 x 500 100 x 1000 250 x 2500 500 x 5000 750 x 7500

GPowery, 0.22 0.56 4.62 12.6 20.4
GPowery, 0.06 0.17 2.15 6.16 10.3
GPowery, o, 0.09 0.28 3.50 12.4 23.0
GPowery, o, 0.05 0.14 2.39 7.7 12.4
SPCA 0.61 1.47 13.4 48.3 113.3
rSVDy, 0.30 1.15 7.92 37.4 97.4
rSVDy, 0.28 1.10 7.54 34.7 85.7

Table 5:Average computational time for the extractionrof= 5 components (in seconds).

5.2 Analysis of gene expression data

Gene expression data results from DNA microarrays and geothie expression level of thousands of
genes across several hundreds of experiments. The irtegipreof these huge databases remains a
challenge. Of particular interest is the identification ehgs that are systematically coexpressed un-
der similar experimental conditions. We refer to Riva e{200° 05] and references therein for more de-
tails on microarrays and gene expression data. PCA has hasrsively applied in this context (e.g.,
Alter et al. TZOOB]) Further methods for dimension redaigtisuch as independent component analysis
dLJﬁb_eLm_elslérLLZDQZ]) or nonnegative matrix factorlzattB_Lun_el_el_dl |_L20_¢4]) have also been used on
gene expression data. Sparse PCA, which extracts compsoimentving a few genes only, is expected
to enhance interpretation.

Data sets.The results below focus on four major data sets related tsbi@ncer. They are briefly
detailed in Tabl€l6. Each sparse PCA algorithm computesaemponents from these data sets.

Study Samples) Genest) Reference

Vijver 295 13319 van de Vijver et al. [2002]
Wang 285 14913 Wang et al. [2005]
Naderi 135 8278 Naderi et al. [2007]
JRH-2 101 14223 Sotiriou et al. [2006]

Table 6:Breast cancer cohorts.

Speed. The average computational time required by the sparse P@#itddms on each data set
is displayed in Table]7. The indicated times are averagedl@heacomputations performed to obtain
cardinality ranging fronm down to 1.

Vijver Wang Naderi JRH-2
GPowery, 7.72  6.96 2.15 2.69
GPowery, 3.80 4.07 1.33 1.73
GPower,, ,, 5.40  4.37 1.77 1.14
GPowery, ,, 5.61  7.21 2.25 1.47

SPCA 7.7 82.1 26.7 11.2
rSVDy, 46.4 493 13.8 15.7
rSVDy, 46.8 484 13.7 16.5

Table 7:Average computational times (in seconds).
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Trade-off curves. Figure[® plots the proportion of adjusted variance versaesctirdinality for the
“Vijver” data set. The other data sets have similar plots. férsthe random test problems, this per-
formance criterion does not discriminate among the diffeedgorithms. All methods have in fact the
same performance, provided that thBCA andrSVD,, approaches are used with postprocessing by
Algorithm[6.
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Figure 5: Trade-off curves between explained variance and cardinality (case of théVi data).
The vertical axis is the ratid.djVar(Zspca )/ AdjVar(Zrca ), where the loading vectoBspca are
computed by sparse PCA athca are them first principal loading vectors.

Interpretability. A more interesting performance criterion is to estimatedtioéogical interpretabil-
ity of the extracted components. Thathway enrichment indefPEI) proposed bL/le_s_Qh_endQLtf_ei al.
2007] measures the statistical significance of the ovesktreen two kinds of gene sets. The first sets
are inferred from the computed components by retaining tbst expressed genes, whereas the second
sets result from biological knowledge. For instance, matalpathways provide sets of genes known to
participate together when a certain biological functioreiguired. An alternative is given by the regula-
tory motifs: genes tagged with an identical motif are likeybe coexpressed. One expects sparse PCA
methods to recover some of these biologically significatg. s€able 8 displays the PEI based on 536
metabolic pathways related to cancer. The PEI is the fracifdhese 536 sets presenting a statistically
significant overlap with the genes inferred from the sparsecipal components. The values in Table
correspond to the largest PEI obtained among all possiigimalities. Similarly, Tabl€]9 is based
on 173 motifs. More details on the selected pathways andfsncdin be found in_Teschendorff et al.
[@]. This analysis clearly indicates that the sparse R@&#hods perform much better than PCA in
this context. Furthermore, the ne@Power algorithms, and especially the block formulations, previd
largest PEI values for both types of biological informatidn terms of biological interpretability, they
systematically outperform previously published algarith
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Vijver Wang Naderi JRH-2
PCA 0.0728 0.0466 0.0149 0.0690
GPower, 0.1493 0.1026 0.0728 0.1250
GPowery, 0.1250 0.1250 0.0672 0.1026
GPowery, ,,  0.1418 0.1250 0.1026 0.1381
GPowery, ,, 0.1362 0.1287 0.1007 0.1250

SPCA 0.1362 0.1007 0.0840 0.1007
rSVDy, 0.1213 0.1175 0.0914 0.0914
rSVDy, 0.1175 0.0970 0.0634 0.1063

Table 8:PEl-values based on a set of 536 cancer-related pathways.

Vijver Wang Naderi JRH-2
PCA 0.0347 0 0.0289 0.0405
GPowery, 0.1850 0.0867 0.0983 0.1792
GPowery, 0.1676 0.0809 0.09250.1908
GPowery, ., 0.1908 0.1156 0.1329 0.1850
GPowery, ,, 0.1850 0.1098 0.1329 0.1734

SPCA 0.1734 0.0925 0.0809 0.1214
rSVDy, 0.1387 0.0809 0.1214 0.1503
rSVDy, 0.1445 0.0867 0.0867 0.1850

Table 9:PEl-values based on a set of 173 motif-regulatory gene sets.

6 Conclusion

We have proposed two single-unit and two block formulatiohshe sparse PCA problem and con-
structed reformulations with several favorable propsrti€irst, the reformulated problems are of the
form of maximization of a convex function on a compact sethwie feasible set being either a unit
Euclidean sphere or the Stiefel manifold. This structulewa for the design and iteration complexity
analysis of a simple gradient scheme which applied to oursspRCA setting results in four new al-
gorithms for computing sparse principal components of aimat € RP*". Second, our algorithms
appear to be faster if either the objective function or tlesilele set are strongly convex, which holds in
the single-unit case and can be enforced in the block cased, Tihe dimension of the feasible sets does
not depend om but onp and on the number. of components to be extracted. This is a highly desirable
property ifp < n. Last but not least, on random and real-life biological data methods systemat-
ically outperform the existing algorithms both in speed &nade-off performance. Finally, in the case
of the biological data, the components obtained by our blgkrithms deliver the richest biological
interpretation as compared to the components extracteldebgther methods.
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7 Appendix A

In this appendix we characterize a class of functions witbngfly convex level sets. First we need
to collect some basic preliminary facts. All the inequastiof Proposition 11 are well-known in the
literature.

Proposition 11 (i) If f is a strongly convex function with convexity parameter then for allz, y
and0 < o < 1,

flaz + (1 - a)y) < af(@) + (1 - a)f(y) - Fa(l - a)|o -yl (40)

(i) If fis a convex differentiable function and its gradient is lcipisz continuous with constadty,
then for allz and i,

Pl h) < F@) + {7/ (@), B) + L P, (@1)

IF' @)« < /2L (f(2) = £2), (42)

and

def
where f, = mingeg f(z).
We are now ready for the main result of this section.

Theorem 12 (Strongly convex level sets) et f : E — R be a nonnegative strongly convex function
with convexity parametes; > 0. Also assumé has a Lipschitz continuous gradient with Lipschitz
constantZ; > 0. Then for anyw > 0, the set

def

Qo ={z | f(z) <w}
is strongly convex with convexity parameter

gf

09, = \/m

Proof. Consider anyt, y € Q,, scalai) < o < 1 and letz, = ax + (1 — «)y. Notice that by convexity,
f(za) < w. Foranyu € E,

et ) B () + (7)) + L
< Fza) + 1 ol + Ll

L
B2 f (z0) + /2L F (20 ull + =Ll

- (Vi + @uuuf
@ (o5 + %)

2
’
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where -
B = ol —a)z -yl (43)

In view of (28), it remains to show that the last displayedrespion is bounded above bywheneven:
is of the form

0Q. 2 of 2
= (1l — — = —2 ol — — , 44
u=5eal - a)lls —ylPs = s—Fmali - a)lle —ylPs 44)

for somes € S. However, this follows directly from concavity of the soafanction g(t) = v/t

Vw—B=gw-p) <gw) — (g w),s)

_ o P

Vo5

B0 - (e -l -yl
@5\

Example 13 Let f(x) = ||=||>. Note thatr; = L; = 2. If we letw = r?, then
Qo ={z|fl@) <w}=A{z|llz| <r}=r-B

We have shown before (see the discussion immediately iiogvssumptiof]3), that the strong convexity
parameter of this setisg, = 1. Note that we recover this as a special case of Thebrdm 12:

of 1
—

7Qu = V2wLy -
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